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Chapter 2. Solution of Linear
Algebraic Equations

2.0 Introduction

A set of linear algebraic equations looks like this:

a11x1 + a12x2 + a13x3 + · · · + a1NxN = b1

a21x1 + a22x2 + a23x3 + · · · + a2NxN = b2

a31x1 + a32x2 + a33x3 + · · · + a3NxN = b3

· · · · · ·

aM1x1 + aM2x2 + aM3x3 + · · · + aMNxN = bM

(2.0.1)

Here the N unknowns xj , j = 1, 2, . . . , N are related by M equations. The
coefficients aij with i = 1, 2, . . . , M and j = 1, 2, . . . , N are known numbers, as
are the right-hand side quantities bi, i = 1, 2, . . . , M .

Nonsingular versus Singular Sets of Equations

If N = M then there are as many equations as unknowns, and there is a good
chance of solving for a unique solution set of x j ’s. Analytically, there can fail to
be a unique solution if one or more of the M equations is a linear combination of
the others, a condition called row degeneracy, or if all equations contain certain
variables only in exactly the same linear combination, called column degeneracy.
(For square matrices, a row degeneracy implies a column degeneracy, and vice
versa.) A set of equations that is degenerate is called singular. We will consider
singular matrices in some detail in §2.6.

Numerically, at least two additional things can go wrong:
• While not exact linear combinations of each other, some of the equations
may be so close to linearly dependent that roundoff errors in the machine
render them linearly dependent at some stage in the solution process. In
this case your numerical procedure will fail, and it can tell you that it
has failed.
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• Accumulated roundoff errors in the solution process can swamp the true
solution. This problem particularly emerges if N is too large. The
numerical procedure does not fail algorithmically. However, it returns a
set of x’s that are wrong, as can be discovered by direct substitution back
into the original equations. The closer a set of equations is to being singular,
the more likely this is to happen, since increasingly close cancellations
will occur during the solution. In fact, the preceding item can be viewed
as the special case where the loss of significance is unfortunately total.

Much of the sophistication of complicated “linear equation-solving packages”
is devoted to the detection and/or correction of these two pathologies. As you
work with large linear sets of equations, you will develop a feeling for when such
sophistication is needed. It is difficult to give any firm guidelines, since there is no
such thing as a “typical” linear problem. But here is a rough idea: Linear sets with
N as large as 20 or 50 can be routinely solved in single precision (32 bit floating
representations) without resorting to sophisticated methods, if the equations are not
close to singular. With double precision (60 or 64 bits), this number can readily
be extended to N as large as several hundred, after which point the limiting factor
is generally machine time, not accuracy.

Even larger linear sets, N in the thousands or greater, can be solved when the
coefficients are sparse (that is, mostly zero), by methods that take advantage of the
sparseness. We discuss this further in §2.7.

At the other end of the spectrum, one seems just as often to encounter linear
problems which, by their underlying nature, are close to singular. In this case, you
might need to resort to sophisticated methods even for the case of N = 10 (though
rarely for N = 5). Singular value decomposition (§2.6) is a technique that can
sometimes turn singular problems into nonsingular ones, in which case additional
sophistication becomes unnecessary.

Matrices

Equation (2.0.1) can be written in matrix form as

A · x = b (2.0.2)

Here the raised dot denotes matrix multiplication,A is the matrix of coefficients, and
b is the right-hand side written as a column vector,

A =

!

"

#

a11 a12 . . . a1N

a21 a22 . . . a2N

· · ·
aM1 aM2 . . . aMN

$

%

&
b =

!

"

#

b1

b2

· · ·
bM

$

%

&
(2.0.3)

By convention, the first index on an element a ij denotes its row, the second
index its column. For most purposes you don’t need to know how a matrix is stored
in a computer’s physical memory; you simply reference matrix elements by their
two-dimensional addresses, e.g., a34 = a[3][4]. We have already seen, in §1.2,
that this C notation can in fact hide a rather subtle and versatile physical storage
scheme, “pointer to array of pointers to rows.” You might wish to review that section
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Isaacson, E., and Keller, H.B. 1966, Analysis of Numerical Methods (New York: Wiley), §2.1.
Johnson, L.W., and Riess, R.D. 1982, Numerical Analysis, 2nd ed. (Reading, MA: Addison-

Wesley), §2.2.1.
Westlake, J.R. 1968, A Handbook of Numerical Matrix Inversion and Solution of Linear Equations

(New York: Wiley).

2.3 LU Decomposition and Its Applications

Suppose we are able to write the matrix A as a product of two matrices,

L ·U = A (2.3.1)

where L is lower triangular (has elements only on the diagonal and below) and U
is upper triangular (has elements only on the diagonal and above). For the case of
a 4 ! 4 matrix A, for example, equation (2.3.1) would look like this:

!

"

!11 0 0 0
!21 !22 0 0
!31 !32 !33 0
!41 !42 !43 !44

#

$ ·

!

"

"11 "12 "13 "14
0 "22 "23 "24
0 0 "33 "34
0 0 0 "44

#

$ =

!

"

a11 a12 a13 a14
a21 a22 a23 a24
a31 a32 a33 a34
a41 a42 a43 a44

#

$

(2.3.2)

We can use a decomposition such as (2.3.1) to solve the linear set

A · x = (L ·U) · x = L · (U · x) = b (2.3.3)

by first solving for the vector y such that

L · y = b (2.3.4)
and then solving

U · x = y (2.3.5)

What is the advantage of breaking up one linear set into two successive ones?
The advantage is that the solution of a triangular set of equations is quite trivial, as
we have already seen in §2.2 (equation 2.2.4). Thus, equation (2.3.4) can be solved
by forward substitution as follows,

y1 =
b1

!11

yi =
1

!ii

!

"bi "
i!1
%

j=1

!ijyj

#

$ i = 2, 3, . . . , N
(2.3.6)

while (2.3.5) can then be solved by backsubstitution exactly as in equations (2.2.2)–
(2.2.4),

xN =
yN

"NN

xi =
1

"ii

!

"yi "
N

%

j=i+1

"ijxj

#

$ i = N " 1, N " 2, . . . , 1
(2.3.7)
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Equations (2.3.6) and (2.3.7) total (for each right-hand side b) N 2 executions
of an inner loop containing one multiply and one add. If we have N right-hand
sides which are the unit column vectors (which is the case when we are inverting a
matrix), then taking into account the leading zeros reduces the total execution count
of (2.3.6) from 1

2N3 to 1
6N3, while (2.3.7) is unchanged at 1

2N3.
Notice that, once we have the LU decomposition of A, we can solve with as

many right-hand sides as we then care to, one at a time. This is a distinct advantage
over the methods of §2.1 and §2.2.

Performing the LU Decomposition

How then can we solve for L and U, given A? First, we write out the
i, jth component of equation (2.3.1) or (2.3.2). That component always is a sum
beginning with

!i1"1j + · · · = aij

The number of terms in the sum depends, however, on whether i or j is the smaller
number. We have, in fact, the three cases,

i < j : !i1"1j + !i2"2j + · · · + !ii"ij = aij (2.3.8)
i = j : !i1"1j + !i2"2j + · · · + !ii"jj = aij (2.3.9)
i > j : !i1"1j + !i2"2j + · · · + !ij"jj = aij (2.3.10)

Equations (2.3.8)–(2.3.10) totalN 2 equations for theN 2 +N unknown!’s and
"’s (the diagonal being represented twice). Since the number of unknowns is greater
than the number of equations, we are invited to specifyN of the unknowns arbitrarily
and then try to solve for the others. In fact, as we shall see, it is always possible to take

!ii ! 1 i = 1, . . . , N (2.3.11)

A surprising procedure, now, is Crout’s algorithm, which quite trivially solves
the set ofN 2 + N equations (2.3.8)–(2.3.11) for all the !’s and "’s by just arranging
the equations in a certain order! That order is as follows:

• Set !ii = 1, i = 1, . . . , N (equation 2.3.11).
• For each j = 1, 2, 3, . . . , N do these two procedures: First, for i =

1, 2, . . . , j, use (2.3.8), (2.3.9), and (2.3.11) to solve for " ij , namely

"ij = aij "
i!1
!

k=1

!ik"kj . (2.3.12)

(When i = 1 in 2.3.12 the summation term is taken to mean zero.) Second,
for i = j + 1, j + 2, . . . , N use (2.3.10) to solve for !ij , namely

!ij =
1

"jj

"

aij "
j!1
!

k=1

!ik"kj

#

. (2.3.13)

Be sure to do both procedures before going on to the next j.

2
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Figure 2.3.1. Crout’s algorithm for LU decomposition of a matrix. Elements of the original matrix are
modified in the order indicated by lower case letters: a, b, c, etc. Shaded boxes show the previously
modified elements that are used in modifying two typical elements, each indicated by an “x”.

If you work through a few iterations of the above procedure, you will see that
the !’s and "’s that occur on the right-hand side of equations (2.3.12) and (2.3.13)
are already determined by the time they are needed. You will also see that every a ij

is used only once and never again. This means that the corresponding ! ij or "ij can
be stored in the location that the a used to occupy: the decomposition is “in place.”
[The diagonal unity elements !ii (equation 2.3.11) are not stored at all.] In brief,
Crout’s method fills in the combined matrix of !’s and "’s,

!

"

#

"11 "12 "13 "14

!21 "22 "23 "24

!31 !32 "33 "34

!41 !42 !43 "44

$

%

&
(2.3.14)

by columns from left to right, and within each column from top to bottom (see
Figure 2.3.1).

What about pivoting? Pivoting (i.e., selection of a salubrious pivot element for
the division in equation 2.3.13) is absolutely essential for the stability of Crout’s
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method. Only partial pivoting (interchange of rows) can be implemented efficiently.
However this is enough to make the method stable. This means, incidentally, that
we don’t actually decompose the matrix A into LU form, but rather we decompose
a rowwise permutation of A. (If we keep track of what that permutation is, this
decomposition is just as useful as the original one would have been.)

Pivoting is slightly subtle in Crout’s algorithm. The key point to notice is that
equation (2.3.12) in the case of i = j (its final application) is exactly the same as
equation (2.3.13) except for the division in the latter equation; in both cases the
upper limit of the sum is k = j ! 1 (= i ! 1). This means that we don’t have to
commit ourselves as to whether the diagonal element ! jj is the one that happens
to fall on the diagonal in the first instance, or whether one of the (undivided) " ij’s
below it in the column, i = j +1, . . . , N , is to be “promoted” to become the diagonal
!. This can be decided after all the candidates in the column are in hand. As you
should be able to guess by now, we will choose the largest one as the diagonal !
(pivot element), then do all the divisions by that element en masse. This is Crout’s
method with partial pivoting. Our implementation has one additional wrinkle: It
initially finds the largest element in each row, and subsequently (when it is looking
for the maximal pivot element) scales the comparison as if we had initially scaled all
the equations to make their maximum coefficient equal to unity; this is the implicit
pivoting mentioned in §2.1.

#include <math.h>
#include "nrutil.h"
#define TINY 1.0e-20 A small number.

void ludcmp(float **a, int n, int *indx, float *d)
Given a matrix a[1..n][1..n], this routine replaces it by the LU decomposition of a rowwise
permutation of itself. a and n are input. a is output, arranged as in equation (2.3.14) above;
indx[1..n] is an output vector that records the row permutation e!ected by the partial
pivoting; d is output as ±1 depending on whether the number of row interchanges was even
or odd, respectively. This routine is used in combination with lubksb to solve linear equations
or invert a matrix.
{

int i,imax,j,k;
float big,dum,sum,temp;
float *vv; vv stores the implicit scaling of each row.

vv=vector(1,n);
*d=1.0; No row interchanges yet.
for (i=1;i<=n;i++) { Loop over rows to get the implicit scaling informa-

tion.big=0.0;
for (j=1;j<=n;j++)

if ((temp=fabs(a[i][j])) > big) big=temp;
if (big == 0.0) nrerror("Singular matrix in routine ludcmp");
No nonzero largest element.
vv[i]=1.0/big; Save the scaling.

}
for (j=1;j<=n;j++) { This is the loop over columns of Crout’s method.

for (i=1;i<j;i++) { This is equation (2.3.12) except for i = j.
sum=a[i][j];
for (k=1;k<i;k++) sum -= a[i][k]*a[k][j];
a[i][j]=sum;

}
big=0.0; Initialize for the search for largest pivot element.
for (i=j;i<=n;i++) { This is i = j of equation (2.3.12) and i = j+1 . . . N

of equation (2.3.13).sum=a[i][j];
for (k=1;k<j;k++)

3
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method. Only partial pivoting (interchange of rows) can be implemented efficiently.
However this is enough to make the method stable. This means, incidentally, that
we don’t actually decompose the matrix A into LU form, but rather we decompose
a rowwise permutation of A. (If we keep track of what that permutation is, this
decomposition is just as useful as the original one would have been.)

Pivoting is slightly subtle in Crout’s algorithm. The key point to notice is that
equation (2.3.12) in the case of i = j (its final application) is exactly the same as
equation (2.3.13) except for the division in the latter equation; in both cases the
upper limit of the sum is k = j ! 1 (= i ! 1). This means that we don’t have to
commit ourselves as to whether the diagonal element ! jj is the one that happens
to fall on the diagonal in the first instance, or whether one of the (undivided) " ij’s
below it in the column, i = j +1, . . . , N , is to be “promoted” to become the diagonal
!. This can be decided after all the candidates in the column are in hand. As you
should be able to guess by now, we will choose the largest one as the diagonal !
(pivot element), then do all the divisions by that element en masse. This is Crout’s
method with partial pivoting. Our implementation has one additional wrinkle: It
initially finds the largest element in each row, and subsequently (when it is looking
for the maximal pivot element) scales the comparison as if we had initially scaled all
the equations to make their maximum coefficient equal to unity; this is the implicit
pivoting mentioned in §2.1.

#include <math.h>
#include "nrutil.h"
#define TINY 1.0e-20 A small number.

void ludcmp(float **a, int n, int *indx, float *d)
Given a matrix a[1..n][1..n], this routine replaces it by the LU decomposition of a rowwise
permutation of itself. a and n are input. a is output, arranged as in equation (2.3.14) above;
indx[1..n] is an output vector that records the row permutation e!ected by the partial
pivoting; d is output as ±1 depending on whether the number of row interchanges was even
or odd, respectively. This routine is used in combination with lubksb to solve linear equations
or invert a matrix.
{

int i,imax,j,k;
float big,dum,sum,temp;
float *vv; vv stores the implicit scaling of each row.

vv=vector(1,n);
*d=1.0; No row interchanges yet.
for (i=1;i<=n;i++) { Loop over rows to get the implicit scaling informa-

tion.big=0.0;
for (j=1;j<=n;j++)

if ((temp=fabs(a[i][j])) > big) big=temp;
if (big == 0.0) nrerror("Singular matrix in routine ludcmp");
No nonzero largest element.
vv[i]=1.0/big; Save the scaling.

}
for (j=1;j<=n;j++) { This is the loop over columns of Crout’s method.

for (i=1;i<j;i++) { This is equation (2.3.12) except for i = j.
sum=a[i][j];
for (k=1;k<i;k++) sum -= a[i][k]*a[k][j];
a[i][j]=sum;

}
big=0.0; Initialize for the search for largest pivot element.
for (i=j;i<=n;i++) { This is i = j of equation (2.3.12) and i = j+1 . . . N

of equation (2.3.13).sum=a[i][j];
for (k=1;k<j;k++)

4



LU decomposition
#include <math.h>
#define NRANSI
#include "nrutil.h"
#define TINY 1.0e-20;

void ludcmp(float **a, int n, int *indx, float *d)
{
        int i,imax,j,k;
        float big,dum,sum,temp;
        float *vv;

        vv=vector(1,n);
        *d=1.0;
        for (i=1;i<=n;i++) {
                big=0.0;
                for (j=1;j<=n;j++)
                        if ((temp=fabs(a[i][j])) > big) big=temp;
                if (big == 0.0) nrerror("Singular matrix in routine 
ludcmp");
                vv[i]=1.0/big;
        }
        for (j=1;j<=n;j++) {
                for (i=1;i<j;i++) {
                        sum=a[i][j];
                        for (k=1;k<i;k++) sum -= a[i][k]*a[k][j];
                        a[i][j]=sum;
                }
                big=0.0;
           

              for (i=j;i<=n;i++) {
                        sum=a[i][j];
                        for (k=1;k<j;k++)
                                sum -= a[i][k]*a[k][j];
                        a[i][j]=sum;
                        if ( (dum=vv[i]*fabs(sum)) >= big) {
                                big=dum;
                                imax=i;
                        }
                }
                if (j != imax) {
                        for (k=1;k<=n;k++) {
                                dum=a[imax][k];
                                a[imax][k]=a[j][k];
                                a[j][k]=dum;
                        }
                        *d = -(*d);
                        vv[imax]=vv[j];
                }
                indx[j]=imax;
                if (a[j][j] == 0.0) a[j][j]=TINY;
                if (j != n) {
                        dum=1.0/(a[j][j]);
                        for (i=j+1;i<=n;i++) a[i][j] *= dum;
                }
        }
        free_vector(vv,1,n);
}
#undef TINY
#undef NRANSI
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */

ludcmp.c

5



LU decomposition

void lubksb(float **a, int n, int *indx, float b[])
{
        int i,ii=0,ip,j;
        float sum;

        for (i=1;i<=n;i++) {
                ip=indx[i];
                sum=b[ip];
                b[ip]=b[i];
                if (ii)
                        for (j=ii;j<=i-1;j++) sum -= a[i][j]*b[j];
                else if (sum) ii=i;
                b[i]=sum;
        }
        for (i=n;i>=1;i--) {
                sum=b[i];
                for (j=i+1;j<=n;j++) sum -= a[i][j]*b[j];
                b[i]=sum/a[i][i];
        }
}
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */

lubksb.c
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sum -= a[i][k]*a[k][j];
a[i][j]=sum;
if ( (dum=vv[i]*fabs(sum)) >= big) {
Is the figure of merit for the pivot better than the best so far?

big=dum;
imax=i;

}
}
if (j != imax) { Do we need to interchange rows?

for (k=1;k<=n;k++) { Yes, do so...
dum=a[imax][k];
a[imax][k]=a[j][k];
a[j][k]=dum;

}
*d = -(*d); ...and change the parity of d.
vv[imax]=vv[j]; Also interchange the scale factor.

}
indx[j]=imax;
if (a[j][j] == 0.0) a[j][j]=TINY;
If the pivot element is zero the matrix is singular (at least to the precision of the
algorithm). For some applications on singular matrices, it is desirable to substitute
TINY for zero.
if (j != n) { Now, finally, divide by the pivot element.

dum=1.0/(a[j][j]);
for (i=j+1;i<=n;i++) a[i][j] *= dum;

}
} Go back for the next column in the reduction.
free_vector(vv,1,n);

}

Here is the routine for forward substitution and backsubstitution, implementing
equations (2.3.6) and (2.3.7).

void lubksb(float **a, int n, int *indx, float b[])
Solves the set of n linear equations A·X = B. Here a[1..n][1..n] is input, not as the matrix
A but rather as its LU decomposition, determined by the routine ludcmp. indx[1..n] is input
as the permutation vector returned by ludcmp. b[1..n] is input as the right-hand side vector
B, and returns with the solution vector X. a, n, and indx are not modified by this routine
and can be left in place for successive calls with di!erent right-hand sides b. This routine takes
into account the possibility that b will begin with many zero elements, so it is e"cient for use
in matrix inversion.
{

int i,ii=0,ip,j;
float sum;

for (i=1;i<=n;i++) { When ii is set to a positive value, it will become the
index of the first nonvanishing element of b. We now
do the forward substitution, equation (2.3.6). The
only new wrinkle is to unscramble the permutation
as we go.

ip=indx[i];
sum=b[ip];
b[ip]=b[i];
if (ii)

for (j=ii;j<=i-1;j++) sum -= a[i][j]*b[j];
else if (sum) ii=i; A nonzero element was encountered, so from now on we

will have to do the sums in the loop above.b[i]=sum;
}
for (i=n;i>=1;i--) { Now we do the backsubstitution, equation (2.3.7).

sum=b[i];
for (j=i+1;j<=n;j++) sum -= a[i][j]*b[j];
b[i]=sum/a[i][i]; Store a component of the solution vector X.

} All done!
}
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Isaacson, E., and Keller, H.B. 1966, Analysis of Numerical Methods (New York: Wiley), §2.1.
Johnson, L.W., and Riess, R.D. 1982, Numerical Analysis, 2nd ed. (Reading, MA: Addison-

Wesley), §2.2.1.
Westlake, J.R. 1968, A Handbook of Numerical Matrix Inversion and Solution of Linear Equations

(New York: Wiley).

2.3 LU Decomposition and Its Applications

Suppose we are able to write the matrix A as a product of two matrices,

L ·U = A (2.3.1)

where L is lower triangular (has elements only on the diagonal and below) and U
is upper triangular (has elements only on the diagonal and above). For the case of
a 4 ! 4 matrix A, for example, equation (2.3.1) would look like this:

!

"

!11 0 0 0
!21 !22 0 0
!31 !32 !33 0
!41 !42 !43 !44

#

$ ·

!

"

"11 "12 "13 "14
0 "22 "23 "24
0 0 "33 "34
0 0 0 "44

#

$ =

!

"

a11 a12 a13 a14
a21 a22 a23 a24
a31 a32 a33 a34
a41 a42 a43 a44

#

$

(2.3.2)

We can use a decomposition such as (2.3.1) to solve the linear set

A · x = (L ·U) · x = L · (U · x) = b (2.3.3)

by first solving for the vector y such that

L · y = b (2.3.4)
and then solving

U · x = y (2.3.5)

What is the advantage of breaking up one linear set into two successive ones?
The advantage is that the solution of a triangular set of equations is quite trivial, as
we have already seen in §2.2 (equation 2.2.4). Thus, equation (2.3.4) can be solved
by forward substitution as follows,

y1 =
b1

!11

yi =
1

!ii

!

"bi "
i!1
%

j=1

!ijyj

#

$ i = 2, 3, . . . , N
(2.3.6)

while (2.3.5) can then be solved by backsubstitution exactly as in equations (2.2.2)–
(2.2.4),

xN =
yN

"NN

xi =
1

"ii

!

"yi "
N

%

j=i+1

"ijxj

#

$ i = N " 1, N " 2, . . . , 1
(2.3.7)
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sum -= a[i][k]*a[k][j];
a[i][j]=sum;
if ( (dum=vv[i]*fabs(sum)) >= big) {
Is the figure of merit for the pivot better than the best so far?

big=dum;
imax=i;

}
}
if (j != imax) { Do we need to interchange rows?

for (k=1;k<=n;k++) { Yes, do so...
dum=a[imax][k];
a[imax][k]=a[j][k];
a[j][k]=dum;

}
*d = -(*d); ...and change the parity of d.
vv[imax]=vv[j]; Also interchange the scale factor.

}
indx[j]=imax;
if (a[j][j] == 0.0) a[j][j]=TINY;
If the pivot element is zero the matrix is singular (at least to the precision of the
algorithm). For some applications on singular matrices, it is desirable to substitute
TINY for zero.
if (j != n) { Now, finally, divide by the pivot element.

dum=1.0/(a[j][j]);
for (i=j+1;i<=n;i++) a[i][j] *= dum;

}
} Go back for the next column in the reduction.
free_vector(vv,1,n);

}

Here is the routine for forward substitution and backsubstitution, implementing
equations (2.3.6) and (2.3.7).

void lubksb(float **a, int n, int *indx, float b[])
Solves the set of n linear equations A·X = B. Here a[1..n][1..n] is input, not as the matrix
A but rather as its LU decomposition, determined by the routine ludcmp. indx[1..n] is input
as the permutation vector returned by ludcmp. b[1..n] is input as the right-hand side vector
B, and returns with the solution vector X. a, n, and indx are not modified by this routine
and can be left in place for successive calls with di!erent right-hand sides b. This routine takes
into account the possibility that b will begin with many zero elements, so it is e"cient for use
in matrix inversion.
{

int i,ii=0,ip,j;
float sum;

for (i=1;i<=n;i++) { When ii is set to a positive value, it will become the
index of the first nonvanishing element of b. We now
do the forward substitution, equation (2.3.6). The
only new wrinkle is to unscramble the permutation
as we go.

ip=indx[i];
sum=b[ip];
b[ip]=b[i];
if (ii)

for (j=ii;j<=i-1;j++) sum -= a[i][j]*b[j];
else if (sum) ii=i; A nonzero element was encountered, so from now on we

will have to do the sums in the loop above.b[i]=sum;
}
for (i=n;i>=1;i--) { Now we do the backsubstitution, equation (2.3.7).

sum=b[i];
for (j=i+1;j<=n;j++) sum -= a[i][j]*b[j];
b[i]=sum/a[i][i]; Store a component of the solution vector X.

} All done!
}
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The LU decomposition in ludcmp requires about 1
3N3 executions of the inner

loops (each with one multiply and one add). This is thus the operation count
for solving one (or a few) right-hand sides, and is a factor of 3 better than the
Gauss-Jordan routine gaussj which was given in §2.1, and a factor of 1.5 better
than a Gauss-Jordan routine (not given) that does not compute the inverse matrix.
For inverting a matrix, the total count (including the forward and backsubstitution
as discussed following equation 2.3.7 above) is ( 1

3 + 1
6 + 1

2 )N3 = N3, the same
as gaussj.

To summarize, this is the preferred way to solve the linear set of equations
A · x = b:

float **a,*b,d;
int n,*indx;
...
ludcmp(a,n,indx,&d);
lubksb(a,n,indx,b);

The answer x will be given back in b. Your original matrix A will have
been destroyed.

If you subsequently want to solve a set of equations with the same A but a
different right-hand side b, you repeat only

lubksb(a,n,indx,b);

not, of course, with the original matrix A, but with a and indx as were already
set by ludcmp.

Inverse of a Matrix

Using the above LU decomposition and backsubstitution routines, it is com-
pletely straightforward to find the inverse of a matrix column by column.

#define N ...
float **a,**y,d,*col;
int i,j,*indx;
...
ludcmp(a,N,indx,&d); Decompose the matrix just once.
for(j=1;j<=N;j++) { Find inverse by columns.

for(i=1;i<=N;i++) col[i]=0.0;
col[j]=1.0;
lubksb(a,N,indx,col);
for(i=1;i<=N;i++) y[i][j]=col[i];

}

The matrix y will now contain the inverse of the original matrix a, which will have
been destroyed. Alternatively, there is nothing wrong with using a Gauss-Jordan
routine like gaussj (§2.1) to invert a matrix in place, again destroying the original.
Both methods have practically the same operations count.
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Incidentally, if you ever have the need to compute A!1 · B from matrices A
and B, you should LU decompose A and then backsubstitute with the columns of
B instead of with the unit vectors that would give A’s inverse. This saves a whole
matrix multiplication, and is also more accurate.

Determinant of a Matrix

The determinant of an LU decomposed matrix is just the product of the
diagonal elements,

det =
N
!

j=1

!jj (2.3.15)

We don’t, recall, compute the decomposition of the original matrix, but rather a
decomposition of a rowwise permutation of it. Luckily, we have kept track of
whether the number of row interchanges was even or odd, so we just preface the
product by the corresponding sign. (You now finally know the purpose of setting
d in the routine ludcmp.)

Calculation of a determinant thus requires one call to ludcmp, with no subse-
quent backsubstitutions by lubksb.

#define N ...
float **a,d;
int j,*indx;
...
ludcmp(a,N,indx,&d); This returns d as ±1.
for(j=1;j<=N;j++) d *= a[j][j];

The variable d now contains the determinant of the original matrix a, which will
have been destroyed.

For a matrix of any substantial size, it is quite likely that the determinant will
overflow or underflow your computer’s floating-point dynamic range. In this case
you can modify the loop of the above fragment and (e.g.) divide by powers of ten,
to keep track of the scale separately, or (e.g.) accumulate the sum of logarithms of
the absolute values of the factors and the sign separately.

Complex Systems of Equations

If your matrix A is real, but the right-hand side vector is complex, say b + id, then (i)
LU decompose A in the usual way, (ii) backsubstitute b to get the real part of the solution
vector, and (iii) backsubstitute d to get the imaginary part of the solution vector.

If the matrix itself is complex, so that you want to solve the system

(A+ iC) · (x + iy) = (b+ id) (2.3.16)

then there are two possible ways to proceed. The best way is to rewrite ludcmp and lubksb
as complex routines. Complex modulus substitutes for absolute value in the construction of
the scaling vector vv and in the search for the largest pivot elements. Everything else goes
through in the obvious way, with complex arithmetic used as needed. (See §§1.2 and 5.4 for
discussion of complex arithmetic in C.)

7



Solution of linear algebraic equations

matrix.c

#include <stdio.h>

#include "nrutil.c"
#include "ludcmp.c"
#include "lubksb.c"

int main()
 {
  int i,j, n=3, *indx;
  float d, *b, **a;

  // initialize matrix
  a=matrix(1,3,1,3);
  a[1][1]=1; a[1][2]=2; a[1][3]=3;
  a[2][1]=4; a[2][2]=5; a[2][3]=6;
  a[3][1]=7; a[3][2]=8; a[3][3]=9;

  // initialize vector
  b=vector(1,3);
  b[1]=1; b[2]=2; b[3]=3;

  indx=ivector(1,3);

  printf("original\n");
  for(i=1; i<=n; i++)
   {
    for(j=1; j<=n; j++)
      printf("%f ",a[i][j]);
    printf(" %5s  %f   \n",(i==2 ? "* X =" : "     "), b[i]); 
   }

  ludcmp(a,n,indx,&d);
  printf("after ludcmp\n");
  for(i=1; i<=n; i++)
   {
    for(j=1; j<=n; j++)
      printf("%f ",a[i][j]);
    printf(" %5s  %f   \n",(i==2 ? "* X =" : "     "), b[i]); 
   }

  lubksb(a,n,indx,b);
  printf("after lubksb\n");
  for(i=1; i<=n; i++)
   {
    for(j=1; j<=n; j++)
      printf("%f ",a[i][j]);
    printf(" %5s  %f   \n",(i==2 ? "* X =" : "     "), b[i]);
   }

  // calculate determinant
  for(j=1; j<=n; j++) d *= a[j][j];
  printf("det(A) = %f \n",d);
  
 }

8
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x1

e f c x1 d a b
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(c)

(d)

(a)

x2 x3

Figure 9.1.1. Some situations encountered while root finding: (a) shows an isolated root x1 bracketed
by two points a and b at which the function has opposite signs; (b) illustrates that there is not necessarily
a sign change in the function near a double root (in fact, there is not necessarily a root!); (c) is a
pathological function with many roots; in (d) the function has opposite signs at points a and b, but the
points bracket a singularity, not a root.
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Figure 9.1.1. Some situations encountered while root finding: (a) shows an isolated root x1 bracketed
by two points a and b at which the function has opposite signs; (b) illustrates that there is not necessarily
a sign change in the function near a double root (in fact, there is not necessarily a root!); (c) is a
pathological function with many roots; in (d) the function has opposite signs at points a and b, but the
points bracket a singularity, not a root.
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zbrac.c

#include <math.h>
#define FACTOR 1.6
#define NTRY 50

int zbrac(float (*func)(float), float *x1, float *x2)
{
        void nrerror(char error_text[]);
        int j;
        float f1,f2;

        if (*x1 == *x2) nrerror("Bad initial range in zbrac");
        f1=(*func)(*x1);
        f2=(*func)(*x2);
        for (j=1;j<=NTRY;j++) {
                if (f1*f2 < 0.0) return 1;
                if (fabs(f1) < fabs(f2))
                        f1=(*func)(*x1 += FACTOR*(*x1-*x2));
                else
                        f2=(*func)(*x2 += FACTOR*(*x2-*x1));
        }
        return 0;
}
#undef FACTOR
#undef NTRY
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */
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#include <math.h>
#define FACTOR 1.6
#define NTRY 50

int zbrac(float (*func)(float), float *x1, float *x2)
Given a function func and an initial guessed range x1 to x2, the routine expands the range
geometrically until a root is bracketed by the returned values x1 and x2 (in which case zbrac
returns 1) or until the range becomes unacceptably large (in which case zbrac returns 0).
{

void nrerror(char error_text[]);
int j;
float f1,f2;

if (*x1 == *x2) nrerror("Bad initial range in zbrac");
f1=(*func)(*x1);
f2=(*func)(*x2);
for (j=1;j<=NTRY;j++) {

if (f1*f2 < 0.0) return 1;
if (fabs(f1) < fabs(f2))

f1=(*func)(*x1 += FACTOR*(*x1-*x2));
else

f2=(*func)(*x2 += FACTOR*(*x2-*x1));
}
return 0;

}

Alternatively, you might want to “look inward” on an initial interval, rather
than “look outward” from it, asking if there are any roots of the function f(x) in
the interval from x1 to x2 when a search is carried out by subdivision into n equal
intervals. The following function calculates brackets for up to nb distinct intervals
which each contain one or more roots.

void zbrak(float (*fx)(float), float x1, float x2, int n, float xb1[],
float xb2[], int *nb)

Given a function fx defined on the interval from x1-x2 subdivide the interval into n equally
spaced segments, and search for zero crossings of the function. nb is input as the maximum num-
ber of roots sought, and is reset to the number of bracketing pairs xb1[1..nb], xb2[1..nb]
that are found.
{

int nbb,i;
float x,fp,fc,dx;

nbb=0;
dx=(x2-x1)/n; Determine the spacing appropriate to the mesh.
fp=(*fx)(x=x1);
for (i=1;i<=n;i++) { Loop over all intervals

fc=(*fx)(x += dx);
if (fc*fp <= 0.0) { If a sign change occurs then record values for the

bounds.xb1[++nbb]=x-dx;
xb2[nbb]=x;
if(*nb == nbb) return;

}
fp=fc;

}
*nb = nbb;

}

10



zbrak.c

void zbrak(float (*fx)(float), float x1, float x2, int n, float xb1[],
        float xb2[], int *nb)
{
        int nbb,i;
        float x,fp,fc,dx;

        nbb=0;
        dx=(x2-x1)/n;
        fp=(*fx)(x=x1);
        for (i=1;i<=n;i++) {
                fc=(*fx)(x += dx);
                if (fc*fp < 0.0) {
                        xb1[++nbb]=x-dx;
                        xb2[nbb]=x;
                        if(*nb == nbb) return;

                }
                fp=fc;
        }
        *nb = nbb;
}
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */
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#include <math.h>
#define FACTOR 1.6
#define NTRY 50

int zbrac(float (*func)(float), float *x1, float *x2)
Given a function func and an initial guessed range x1 to x2, the routine expands the range
geometrically until a root is bracketed by the returned values x1 and x2 (in which case zbrac
returns 1) or until the range becomes unacceptably large (in which case zbrac returns 0).
{

void nrerror(char error_text[]);
int j;
float f1,f2;

if (*x1 == *x2) nrerror("Bad initial range in zbrac");
f1=(*func)(*x1);
f2=(*func)(*x2);
for (j=1;j<=NTRY;j++) {

if (f1*f2 < 0.0) return 1;
if (fabs(f1) < fabs(f2))

f1=(*func)(*x1 += FACTOR*(*x1-*x2));
else

f2=(*func)(*x2 += FACTOR*(*x2-*x1));
}
return 0;

}

Alternatively, you might want to “look inward” on an initial interval, rather
than “look outward” from it, asking if there are any roots of the function f(x) in
the interval from x1 to x2 when a search is carried out by subdivision into n equal
intervals. The following function calculates brackets for up to nb distinct intervals
which each contain one or more roots.

void zbrak(float (*fx)(float), float x1, float x2, int n, float xb1[],
float xb2[], int *nb)

Given a function fx defined on the interval from x1-x2 subdivide the interval into n equally
spaced segments, and search for zero crossings of the function. nb is input as the maximum num-
ber of roots sought, and is reset to the number of bracketing pairs xb1[1..nb], xb2[1..nb]
that are found.
{

int nbb,i;
float x,fp,fc,dx;

nbb=0;
dx=(x2-x1)/n; Determine the spacing appropriate to the mesh.
fp=(*fx)(x=x1);
for (i=1;i<=n;i++) { Loop over all intervals

fc=(*fx)(x += dx);
if (fc*fp <= 0.0) { If a sign change occurs then record values for the

bounds.xb1[++nbb]=x-dx;
xb2[nbb]=x;
if(*nb == nbb) return;

}
fp=fc;

}
*nb = nbb;

}

11



rtbis.c

#include <math.h>
#define JMAX 40

float rtbis(float (*func)(float), float x1, float x2, float xacc)
{
        void nrerror(char error_text[]);
        int j;
        float dx,f,fmid,xmid,rtb;

        f=(*func)(x1);
        fmid=(*func)(x2);
        if (f*fmid >= 0.0) nrerror("Root must be bracketed for bisection in rtbis");
        rtb = f < 0.0 ? (dx=x2-x1,x1) : (dx=x1-x2,x2);
        for (j=1;j<=JMAX;j++) {
                fmid=(*func)(xmid=rtb+(dx *= 0.5));
                if (fmid <= 0.0) rtb=xmid;
                if (fabs(dx) < xacc || fmid == 0.0) return rtb;
        }
        nrerror("Too many bisections in rtbis");
        return 0.0;
}
#undef JMAX
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */
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#include <math.h>
#define JMAX 40 Maximum allowed number of bisections.

float rtbis(float (*func)(float), float x1, float x2, float xacc)
Using bisection, find the root of a function func known to lie between x1 and x2. The root,
returned as rtbis, will be refined until its accuracy is ±xacc.
{

void nrerror(char error_text[]);
int j;
float dx,f,fmid,xmid,rtb;

f=(*func)(x1);
fmid=(*func)(x2);
if (f*fmid >= 0.0) nrerror("Root must be bracketed for bisection in rtbis");
rtb = f < 0.0 ? (dx=x2-x1,x1) : (dx=x1-x2,x2); Orient the search so that f>0

lies at x+dx.for (j=1;j<=JMAX;j++) {
fmid=(*func)(xmid=rtb+(dx *= 0.5)); Bisection loop.
if (fmid <= 0.0) rtb=xmid;
if (fabs(dx) < xacc || fmid == 0.0) return rtb;

}
nrerror("Too many bisections in rtbis");
return 0.0; Never get here.

}

9.2 Secant Method, False Position Method,
and Ridders’ Method

For functions that are smooth near a root, the methods known respectively
as false position (or regula falsi) and secant method generally converge faster than
bisection. In both of these methods the function is assumed to be approximately
linear in the local region of interest, and the next improvement in the root is taken as
the point where the approximating line crosses the axis. After each iteration one of
the previous boundary points is discarded in favor of the latest estimate of the root.

The only difference between the methods is that secant retains the most recent
of the prior estimates (Figure 9.2.1; this requires an arbitrary choice on the first
iteration), while false position retains that prior estimate for which the function value
has opposite sign from the function value at the current best estimate of the root,
so that the two points continue to bracket the root (Figure 9.2.2). Mathematically,
the secant method converges more rapidly near a root of a sufficiently continuous
function. Its order of convergence can be shown to be the “golden ratio” 1.618 . . . ,
so that

lim
k!"

|!k+1| ! const" |!k|1.618 (9.2.1)

The secant method has, however, the disadvantage that the root does not necessarily
remain bracketed. For functions that are not sufficiently continuous, the algorithm
can therefore not be guaranteed to converge: Local behavior might send it off
towards infinity.

bisection method

12



zero.c

#include<stdio.h>
#define NN 20

#include "nrutil.c"
#include "zbrac.c"
#include "zbrak.c"
#include "rtbis.c"

float function(float x)
 {
  return(sin(x));
 }

int main()
 {
  int n=10,nb=NN;
  float x1=-1., x2=1.,res;
  float xb1[NN+1], xb2[NN+1];
  float xacc=0.000001;

  res= zbrac( (float(*)(float))function,&x1,&x2);
  if(!res) printf("zbrac: range unacceptably large\n");
   else    printf("zbrac: zero crossing between %f and %f \n\n",x1,x2);

  x1=-10.; x2=11;
  zbrak( (float(*)(float))function, x1, x2, n, xb1, xb2, &nb);
  for(n=1; n<=nb; n++)
   {
    printf("zbrak: zero crossing found [%f,%f]\n",xb1[n],xb2[n]);
    printf("       rtbis: zero found at %f\n",
      rtbis( (float(*)(float))function, xb1[n],xb2[n],xacc));
   }
 }

13
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}
a=b; Move last best guess to a.
fa=fb;
if (fabs(d) > tol1) Evaluate new trial root.

b += d;
else

b += SIGN(tol1,xm);
fb=(*func)(b);

}
nrerror("Maximum number of iterations exceeded in zbrent");
return 0.0; Never get here.

}

CITED REFERENCES AND FURTHER READING:
Brent, R.P. 1973, Algorithms for Minimization without Derivatives (Englewood Cliffs, NJ: Prentice-

Hall), Chapters 3, 4. [1]
Forsythe, G.E., Malcolm, M.A., and Moler, C.B. 1977, Computer Methods for Mathematical

Computations (Englewood Cliffs, NJ: Prentice-Hall), §7.2.

9.4 Newton-Raphson Method Using Derivative

Perhaps themost celebrated of all one-dimensional root-finding routines is New-
ton’s method, also called the Newton-Raphsonmethod. This method is distinguished
from the methods of previous sections by the fact that it requires the evaluation
of both the function f(x), and the derivative f !(x), at arbitrary points x. The
Newton-Raphson formula consists geometrically of extending the tangent line at a
current point xi until it crosses zero, then setting the next guess xi+1 to the abscissa
of that zero-crossing (see Figure 9.4.1). Algebraically, the method derives from the
familiar Taylor series expansion of a function in the neighborhood of a point,

f(x + !) ! f(x) + f !(x)! +
f !!(x)

2
!2 + . . . . (9.4.1)

For small enough values of !, and for well-behaved functions, the terms beyond
linear are unimportant, hence f(x + !) = 0 implies

! = " f(x)
f !(x)

. (9.4.2)

Newton-Raphson is not restricted to one dimension. The method readily
generalizes to multiple dimensions, as we shall see in §9.6 and §9.7, below.

Far from a root, where the higher-order terms in the series are important, the
Newton-Raphson formula can give grossly inaccurate, meaningless corrections. For
instance, the initial guess for the root might be so far from the true root as to let
the search interval include a local maximum or minimum of the function. This can
be death to the method (see Figure 9.4.2). If an iteration places a trial guess near
such a local extremum, so that the first derivative nearly vanishes, then Newton-
Raphson sends its solution off to limbo, with vanishingly small hope of recovery.
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f (x)

Figure 9.4.1. Newton’s method extrapolates the local derivative to find the next estimate of the root. In
this example it works well and converges quadratically.

f (x)

x

1

23

Figure 9.4.2. Unfortunate case where Newton’s method encounters a local extremum and shoots off to
outer space. Here bracketing bounds, as in rtsafe, would save the day.
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x

f (x)

2

1

Figure 9.4.3. Unfortunate case where Newton’s method enters a nonconvergent cycle. This behavior
is often encountered when the function f is obtained, in whole or in part, by table interpolation. With
a better initial guess, the method would have succeeded.

Like most powerful tools, Newton-Raphson can be destructive used in inappropriate
circumstances. Figure 9.4.3 demonstrates another possible pathology.

Why do we call Newton-Raphson powerful? The answer lies in its rate of
convergence: Within a small distance ! of x the function and its derivative are
approximately:

f(x + !) = f(x) + !f !(x) + !2
f !!(x)

2
+ · · · ,

f !(x + !) = f !(x) + !f !!(x) + · · ·
(9.4.3)

By the Newton-Raphson formula,

xi+1 = xi !
f(xi)
f !(xi)

, (9.4.4)

so that

!i+1 = !i !
f(xi)
f !(xi)

. (9.4.5)

When a trial solution xi differs from the true root by !i, we can use (9.4.3) to express
f(xi), f !(xi) in (9.4.4) in terms of !i and derivatives at the root itself. The result is
a recurrence relation for the deviations of the trial solutions

!i+1 = !!2i
f !!(x)
2f !(x)

. (9.4.6)
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Equation (9.4.6) says that Newton-Raphson converges quadratically (cf. equa-
tion 9.2.3). Near a root, the number of significant digits approximately doubles
with each step. This very strong convergence property makes Newton-Raphson the
method of choice for any function whose derivative can be evaluated efficiently, and
whose derivative is continuous and nonzero in the neighborhood of a root.

Even where Newton-Raphson is rejected for the early stages of convergence
(because of its poor global convergence properties), it is very common to “polish
up” a root with one or two steps of Newton-Raphson, which can multiply by two
or four its number of significant figures!

For an efficient realization of Newton-Raphson the user provides a routine that
evaluates both f(x) and its first derivative f !(x) at the point x. The Newton-Raphson
formula can also be applied using a numerical difference to approximate the true
local derivative,

f !(x) ! f(x + dx) " f(x)
dx

. (9.4.7)

This is not, however, a recommended procedure for the following reasons: (i) You
are doing two function evaluations per step, so at best the superlinear order of
convergence will be only

#
2. (ii) If you take dx too small you will be wiped out

by roundoff, while if you take it too large your order of convergence will be only
linear, no better than using the initial evaluation f !(x0) for all subsequent steps.
Therefore, Newton-Raphsonwith numerical derivatives is (in one dimension) always
dominated by the secant method of §9.2. (In multidimensions, where there is a
paucity of available methods, Newton-Raphson with numerical derivatives must be
taken more seriously. See §§9.6–9.7.)

The following function calls a user supplied function funcd(x,fn,df) which
supplies the function value as fn and the derivative as df. We have included input
bounds on the root simply to be consistent with previous root-finding routines:
Newton does not adjust bounds, and works only on local information at the point
x. The bounds are used only to pick the midpoint as the first guess, and to reject
the solution if it wanders outside of the bounds.

#include <math.h>
#define JMAX 20 Set to maximum number of iterations.

float rtnewt(void (*funcd)(float, float *, float *), float x1, float x2,
float xacc)

Using the Newton-Raphson method, find the root of a function known to lie in the interval
[x1,x2]. The root rtnewt will be refined until its accuracy is known within ±xacc. funcd
is a user-supplied routine that returns both the function value and the first derivative of the
function at the point x.
{

void nrerror(char error_text[]);
int j;
float df,dx,f,rtn;

rtn=0.5*(x1+x2); Initial guess.
for (j=1;j<=JMAX;j++) {

(*funcd)(rtn,&f,&df);
dx=f/df;
rtn -= dx;
if ((x1-rtn)*(rtn-x2) < 0.0)

nrerror("Jumped out of brackets in rtnewt");
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Figure 9.4.1. Newton’s method extrapolates the local derivative to find the next estimate of the root. In
this example it works well and converges quadratically.
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x
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23

Figure 9.4.2. Unfortunate case where Newton’s method encounters a local extremum and shoots off to
outer space. Here bracketing bounds, as in rtsafe, would save the day.
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Figure 9.4.3. Unfortunate case where Newton’s method enters a nonconvergent cycle. This behavior
is often encountered when the function f is obtained, in whole or in part, by table interpolation. With
a better initial guess, the method would have succeeded.

Like most powerful tools, Newton-Raphson can be destructive used in inappropriate
circumstances. Figure 9.4.3 demonstrates another possible pathology.

Why do we call Newton-Raphson powerful? The answer lies in its rate of
convergence: Within a small distance ! of x the function and its derivative are
approximately:

f(x + !) = f(x) + !f !(x) + !2
f !!(x)

2
+ · · · ,

f !(x + !) = f !(x) + !f !!(x) + · · ·
(9.4.3)

By the Newton-Raphson formula,

xi+1 = xi !
f(xi)
f !(xi)

, (9.4.4)

so that

!i+1 = !i !
f(xi)
f !(xi)

. (9.4.5)

When a trial solution xi differs from the true root by !i, we can use (9.4.3) to express
f(xi), f !(xi) in (9.4.4) in terms of !i and derivatives at the root itself. The result is
a recurrence relation for the deviations of the trial solutions

!i+1 = !!2i
f !!(x)
2f !(x)

. (9.4.6)
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rtnewt.c

#include <math.h>
#define JMAX 20

float rtnewt(void (*funcd)(float, float *, float *), float x1, float x2,
        float xacc)
{
        void nrerror(char error_text[]);
        int j;
        float df,dx,f,rtn;

        rtn=0.5*(x1+x2);
        for (j=1;j<=JMAX;j++) {
                (*funcd)(rtn,&f,&df);
                dx=f/df;
                rtn -= dx;
                if ((x1-rtn)*(rtn-x2) < 0.0)
                        nrerror("Jumped out of brackets in rtnewt");
                if (fabs(dx) < xacc) return rtn;
        }
        nrerror("Maximum number of iterations exceeded in rtnewt");
        return 0.0;
}
#undef JMAX
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */

Newton method

9.4 Newton-Raphson Method Using Derivative 365

Sam
ple page from

 NUM
ERICAL RECIPES IN C: THE ART O

F SCIENTIFIC CO
M

PUTING
 (ISBN 0-521-43108-5)

Copyright (C) 1988-1992 by Cam
bridge University Press.Program

s Copyright (C) 1988-1992 by Num
erical Recipes Software. 

Perm
ission is granted for internet users to m

ake one paper copy for their own personal use. Further reproduction, or any copying of m
achine-

readable files (including this one) to any servercom
puter, is strictly prohibited. To order Num

erical Recipes books
or CDRO

M
s, visit website

http://www.nr.com
 or call 1-800-872-7423 (North Am

erica only),or send em
ail to directcustserv@

cam
bridge.org (outside North Am

erica).

Equation (9.4.6) says that Newton-Raphson converges quadratically (cf. equa-
tion 9.2.3). Near a root, the number of significant digits approximately doubles
with each step. This very strong convergence property makes Newton-Raphson the
method of choice for any function whose derivative can be evaluated efficiently, and
whose derivative is continuous and nonzero in the neighborhood of a root.

Even where Newton-Raphson is rejected for the early stages of convergence
(because of its poor global convergence properties), it is very common to “polish
up” a root with one or two steps of Newton-Raphson, which can multiply by two
or four its number of significant figures!

For an efficient realization of Newton-Raphson the user provides a routine that
evaluates both f(x) and its first derivative f !(x) at the point x. The Newton-Raphson
formula can also be applied using a numerical difference to approximate the true
local derivative,

f !(x) ! f(x + dx) " f(x)
dx

. (9.4.7)

This is not, however, a recommended procedure for the following reasons: (i) You
are doing two function evaluations per step, so at best the superlinear order of
convergence will be only

#
2. (ii) If you take dx too small you will be wiped out

by roundoff, while if you take it too large your order of convergence will be only
linear, no better than using the initial evaluation f !(x0) for all subsequent steps.
Therefore, Newton-Raphsonwith numerical derivatives is (in one dimension) always
dominated by the secant method of §9.2. (In multidimensions, where there is a
paucity of available methods, Newton-Raphson with numerical derivatives must be
taken more seriously. See §§9.6–9.7.)

The following function calls a user supplied function funcd(x,fn,df) which
supplies the function value as fn and the derivative as df. We have included input
bounds on the root simply to be consistent with previous root-finding routines:
Newton does not adjust bounds, and works only on local information at the point
x. The bounds are used only to pick the midpoint as the first guess, and to reject
the solution if it wanders outside of the bounds.

#include <math.h>
#define JMAX 20 Set to maximum number of iterations.

float rtnewt(void (*funcd)(float, float *, float *), float x1, float x2,
float xacc)

Using the Newton-Raphson method, find the root of a function known to lie in the interval
[x1,x2]. The root rtnewt will be refined until its accuracy is known within ±xacc. funcd
is a user-supplied routine that returns both the function value and the first derivative of the
function at the point x.
{

void nrerror(char error_text[]);
int j;
float df,dx,f,rtn;

rtn=0.5*(x1+x2); Initial guess.
for (j=1;j<=JMAX;j++) {

(*funcd)(rtn,&f,&df);
dx=f/df;
rtn -= dx;
if ((x1-rtn)*(rtn-x2) < 0.0)

nrerror("Jumped out of brackets in rtnewt");
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zeronewton.c

#include<stdio.h>
#include<math.h>

#include "nrutil.c"
#include "rtnewt.c"

void function(float x, float *y, float *dy)
 {
  *y=sin(x);
  *dy=cos(x);
 }

int main()
 {
  float x1=1;
  float x2=4;
  float xacc=0.001;

  printf("zero found at x=%f\n",
    rtnewt( (void(*)(float,float*,float*))function,x1,x2,xacc));
 }

17



rtsafe.c

#include <math.h>
#define MAXIT 100

float rtsafe(void (*funcd)(float, float *, float *), float x1, float x2,
        float xacc)
{
        void nrerror(char error_text[]);
        int j;
        float df,dx,dxold,f,fh,fl;
        float temp,xh,xl,rts;

        (*funcd)(x1,&fl,&df);
        (*funcd)(x2,&fh,&df);
        if ((fl > 0.0 && fh > 0.0) || (fl < 0.0 && fh < 0.0))
                nrerror("Root must be bracketed in rtsafe");
        if (fl == 0.0) return x1;
        if (fh == 0.0) return x2;
        if (fl < 0.0) {
                xl=x1;
                xh=x2;
        } else {
                xh=x1;
                xl=x2;
        }
        rts=0.5*(x1+x2);
        dxold=fabs(x2-x1);
        dx=dxold;
        (*funcd)(rts,&f,&df);
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if (fabs(dx) < xacc) return rtn; Convergence.
}
nrerror("Maximum number of iterations exceeded in rtnewt");
return 0.0; Never get here.

}

While Newton-Raphson’s global convergence properties are poor, it is fairly
easy to design a fail-safe routine that utilizes a combination of bisection and Newton-
Raphson. The hybrid algorithm takes a bisection step whenever Newton-Raphson
would take the solution out of bounds, or whenever Newton-Raphson is not reducing
the size of the brackets rapidly enough.

#include <math.h>
#define MAXIT 100 Maximum allowed number of iterations.

float rtsafe(void (*funcd)(float, float *, float *), float x1, float x2,
float xacc)

Using a combination of Newton-Raphson and bisection, find the root of a function bracketed
between x1 and x2. The root, returned as the function value rtsafe, will be refined until
its accuracy is known within ±xacc. funcd is a user-supplied routine that returns both the
function value and the first derivative of the function.
{

void nrerror(char error_text[]);
int j;
float df,dx,dxold,f,fh,fl;
float temp,xh,xl,rts;

(*funcd)(x1,&fl,&df);
(*funcd)(x2,&fh,&df);
if ((fl > 0.0 && fh > 0.0) || (fl < 0.0 && fh < 0.0))

nrerror("Root must be bracketed in rtsafe");
if (fl == 0.0) return x1;
if (fh == 0.0) return x2;
if (fl < 0.0) { Orient the search so that f(xl) < 0.

xl=x1;
xh=x2;

} else {
xh=x1;
xl=x2;

}
rts=0.5*(x1+x2); Initialize the guess for root,
dxold=fabs(x2-x1); the “stepsize before last,”
dx=dxold; and the last step.
(*funcd)(rts,&f,&df);
for (j=1;j<=MAXIT;j++) { Loop over allowed iterations.

if ((((rts-xh)*df-f)*((rts-xl)*df-f) > 0.0) Bisect if Newton out of range,
|| (fabs(2.0*f) > fabs(dxold*df))) { or not decreasing fast enough.
dxold=dx;
dx=0.5*(xh-xl);
rts=xl+dx;
if (xl == rts) return rts; Change in root is negligible.

} else { Newton step acceptable. Take it.
dxold=dx;
dx=f/df;
temp=rts;
rts -= dx;
if (temp == rts) return rts;

}
if (fabs(dx) < xacc) return rts; Convergence criterion.
(*funcd)(rts,&f,&df);
The one new function evaluation per iteration.

 for (j=1;j<=MAXIT;j++) {
                if ((((rts-xh)*df-f)*((rts-xl)*df-f) >= 0.0)
                        || (fabs(2.0*f) > fabs(dxold*df))) {
                        dxold=dx;
                        dx=0.5*(xh-xl);
                        rts=xl+dx;
                        if (xl == rts) return rts;
                } else {
                        dxold=dx;
                        dx=f/df;
                        temp=rts;
                        rts -= dx;
                        if (temp == rts) return rts;
                }
                if (fabs(dx) < xacc) return rts;
                (*funcd)(rts,&f,&df);
                if (f < 0.0)
                        xl=rts;
                else
                        xh=rts;
        }
        nrerror("Maximum number of iterations exceeded in rtsafe");
        return 0.0;
}
#undef MAXIT
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */
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}
}

}

You could, in principle, rearrange any number of additional arrays along with
brr, but this becomes wasteful as the number of such arrays becomes large. The
preferred technique is to make use of an index table, as described in §8.4.

CITED REFERENCES AND FURTHER READING:
Sedgewick, R. 1978, Communications of the ACM, vol. 21, pp. 847–857. [1]

8.3 Heapsort

While usually not quite as fast as Quicksort, Heapsort is one of our favorite
sorting routines. It is a true “in-place” sort, requiring no auxiliary storage. It is an
N log2 N process, not only on average, but also for the worst-case order of input data.
In fact, its worst case is only 20 percent or so worse than its average running time.

It is beyond our scope to give a complete exposition on the theory of Heapsort.
We will mention the general principles, then let you refer to the references [1,2], or
analyze the program yourself, if you want to understand the details.

A set of N numbers ai, i = 1, . . . , N , is said to form a “heap” if it satisfies
the relation

aj/2 ! aj for 1 " j/2 < j " N (8.3.1)

Here the division in j/2 means “integer divide,” i.e., is an exact integer or else is
rounded down to the closest integer. Definition (8.3.1) will make sense if you think
of the numbers ai as being arranged in a binary tree, with the top, “boss,” node being
a1, the two “underling” nodes being a2 and a3, their four underling nodes being a4

througha7, etc. (See Figure 8.3.1.) In this form, a heap has every “supervisor” greater
than or equal to its two “supervisees,” down through the levels of the hierarchy.

If you have managed to rearrange your array into an order that forms a heap,
then sorting it is very easy: You pull off the “top of the heap,” which will be the
largest element yet unsorted. Then you “promote” to the top of the heap its largest
underling. Then you promote its largest underling, and so on. The process is like
what happens (or is supposed to happen) in a large corporation when the chairman
of the board retires. You then repeat the whole process by retiring the new chairman
of the board. Evidently the whole thing is an N log2 N process, since each retiring
chairman leads to log2 N promotions of underlings.

Well, how do you arrange the array into a heap in the first place? The answer
is again a “sift-up” process like corporate promotion. Imagine that the corporation
starts out withN/2 employees on the production line, but with no supervisors. Now
a supervisor is hired to supervise two workers. If he is less capable than one of
his workers, that one is promoted in his place, and he joins the production line.
After supervisors are hired, then supervisors of supervisors are hired, and so on up
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a1

a2 a3

a7a6a5 a4

a8 a9 a10 a11 a12

Figure 8.3.1. Ordering implied by a “heap,” here of 12 elements. Elements connected by an upward
path are sorted with respect to one another, but there is not necessarily any ordering among elements
related only “laterally.”

the corporate ladder. Each employee is brought in at the top of the tree, but then
immediately sifted down, with more capable workers promoted until their proper
corporate level has been reached.

In the Heapsort implementation, the same “sift-up” code can be used for the
initial creation of the heap and for the subsequent retirement-and-promotion phase.
One execution of the Heapsort function represents the entire life-cycle of a giant
corporation: N/2 workers are hired; N/2 potential supervisors are hired; there is a
sifting up in the ranks, a sort of super Peter Principle: in due course, each of the
original employees gets promoted to chairman of the board.

void hpsort(unsigned long n, float ra[])
Sorts an array ra[1..n] into ascending numerical order using the Heapsort algorithm. n is
input; ra is replaced on output by its sorted rearrangement.
{

unsigned long i,ir,j,l;
float rra;

if (n < 2) return;
l=(n >> 1)+1;
ir=n;
The index l will be decremented from its initial value down to 1 during the “hiring” (heap
creation) phase. Once it reaches 1, the index ir will be decremented from its initial value
down to 1 during the “retirement-and-promotion” (heap selection) phase.
for (;;) {

if (l > 1) { Still in hiring phase.
rra=ra[--l];

} else { In retirement-and-promotion phase.
rra=ra[ir]; Clear a space at end of array.
ra[ir]=ra[1]; Retire the top of the heap into it.
if (--ir == 1) { Done with the last promotion.

ra[1]=rra; The least competent worker of all!
break;

}
}
i=l; Whether in the hiring phase or promotion phase, we

here set up to sift down element rra to its proper
level.

j=l+l;
while (j <= ir) {

if (j < ir && ra[j] < ra[j+1]) j++; Compare to the better underling.
if (rra < ra[j]) { Demote rra.

ra[i]=ra[j];

heapsort
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void hpsort(unsigned long n, float ra[])
{
        unsigned long i,ir,j,l;
        float rra;

        if (n < 2) return;
        l=(n >> 1)+1;
        ir=n;
        for (;;) {
                if (l > 1) {
                        rra=ra[--l];
                } else {
                        rra=ra[ir];
                        ra[ir]=ra[1];
                        if (--ir == 1) {
                                ra[1]=rra;
                                break;
                        }
                }
                i=l;
                j=l+l;
                while (j <= ir) {
                        if (j < ir && ra[j] < ra[j+1]) j++;
                        if (rra < ra[j]) {
                                ra[i]=ra[j];
                                i=j;
                                j <<= 1;
                        } else j=ir+1;
                }
                ra[i]=rra;
        }
}
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */

heapsort

hpsort.c
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path are sorted with respect to one another, but there is not necessarily any ordering among elements
related only “laterally.”

the corporate ladder. Each employee is brought in at the top of the tree, but then
immediately sifted down, with more capable workers promoted until their proper
corporate level has been reached.

In the Heapsort implementation, the same “sift-up” code can be used for the
initial creation of the heap and for the subsequent retirement-and-promotion phase.
One execution of the Heapsort function represents the entire life-cycle of a giant
corporation: N/2 workers are hired; N/2 potential supervisors are hired; there is a
sifting up in the ranks, a sort of super Peter Principle: in due course, each of the
original employees gets promoted to chairman of the board.

void hpsort(unsigned long n, float ra[])
Sorts an array ra[1..n] into ascending numerical order using the Heapsort algorithm. n is
input; ra is replaced on output by its sorted rearrangement.
{

unsigned long i,ir,j,l;
float rra;

if (n < 2) return;
l=(n >> 1)+1;
ir=n;
The index l will be decremented from its initial value down to 1 during the “hiring” (heap
creation) phase. Once it reaches 1, the index ir will be decremented from its initial value
down to 1 during the “retirement-and-promotion” (heap selection) phase.
for (;;) {

if (l > 1) { Still in hiring phase.
rra=ra[--l];

} else { In retirement-and-promotion phase.
rra=ra[ir]; Clear a space at end of array.
ra[ir]=ra[1]; Retire the top of the heap into it.
if (--ir == 1) { Done with the last promotion.

ra[1]=rra; The least competent worker of all!
break;

}
}
i=l; Whether in the hiring phase or promotion phase, we

here set up to sift down element rra to its proper
level.

j=l+l;
while (j <= ir) {

if (j < ir && ra[j] < ra[j+1]) j++; Compare to the better underling.
if (rra < ra[j]) { Demote rra.

ra[i]=ra[j];
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heapsort.c

#include <stdio.h>

#define MAXDATA 6

#include "hpsort.c"

int main()
 {
  int n;
  float array[MAXDATA+1];

  // generate list
  for(n=1; n<=MAXDATA; n++)
   array[n]=rand();
  printf("unsorted data\n");
  for(n=1; n<=MAXDATA; n++)
   printf("%20f \n",array[n]);

  // sort
  hpsort(MAXDATA, array);
   
  // print sorted list
  printf("sorted data\n");
  for(n=1; n<=MAXDATA; n++)
   printf("%20f \n",array[n]);
 }

22
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Chapter 10. Minimization or
Maximization of Functions

10.0 Introduction

In a nutshell: You are given a single function f that depends on one or more
independent variables. You want to find the value of those variables where f takes
on a maximum or a minimum value. You can then calculate what value of f is
achieved at the maximum or minimum. The tasks of maximization and minimization
are trivially related to each other, since one person’s function f could just as well
be another’s !f . The computational desiderata are the usual ones: Do it quickly,
cheaply, and in small memory. Often the computational effort is dominated by
the cost of evaluating f (and also perhaps its partial derivatives with respect to all
variables, if the chosen algorithm requires them). In such cases the desiderata are
sometimes replaced by the simple surrogate: Evaluate f as few times as possible.

An extremum (maximum or minimum point) can be either global (truly
the highest or lowest function value) or local (the highest or lowest in a finite
neighborhood and not on the boundary of that neighborhood). (See Figure 10.0.1.)
Finding a global extremum is, in general, a very difficult problem. Two standard
heuristics are widely used: (i) find local extrema starting from widely varying
starting values of the independent variables (perhaps chosen quasi-randomly, as in
§7.7), and then pick the most extreme of these (if they are not all the same); or
(ii) perturb a local extremum by taking a finite amplitude step away from it, and
then see if your routine returns you to a better point, or “always” to the same
one. Relatively recently, so-called “simulated annealing methods” (§10.9) have
demonstrated important successes on a variety of global extremization problems.

Our chapter title could just as well be optimization, which is the usual name
for this very large field of numerical research. The importance ascribed to the
various tasks in this field depends strongly on the particular interests of whom
you talk to. Economists, and some engineers, are particularly concerned with
constrained optimization, where there are a priori limitations on the allowed values
of independent variables. For example, the production of wheat in the U.S. must
be a nonnegative number. One particularly well-developed area of constrained
optimization is linear programming, where both the function to be optimized and
the constraints happen to be linear functions of the independent variables. Section
10.8, which is otherwise somewhat disconnected from the rest of the material that we
have chosen to include in this chapter, implements the so-called “simplex algorithm”
for linear programming problems.
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Figure 10.0.1. Extrema of a function in an interval. Points A, C, and E are local, but not global
maxima. Points B and F are local, but not global minima. The global maximum occurs at G, which
is on the boundary of the interval so that the derivative of the function need not vanish there. The
global minimum is at D. At point E, derivatives higher than the first vanish, a situation which can
cause difficulty for some algorithms. The points X, Y , and Z are said to “bracket” the minimum F ,
since Y is less than both X and Z .

One other section, §10.9, also lies outside of our main thrust, but for a different
reason: so-called “annealing methods” are relatively new, so we do not yet know
where they will ultimately fit into the scheme of things. However, these methods
have solved some problems previously thought to be practically insoluble; they
address directly the problem of finding global extrema in the presence of large
numbers of undesired local extrema.

The other sections in this chapter constitute a selection of the best established
algorithms in unconstrained minimization. (For definiteness, we will henceforth
regard the optimization problem as that of minimization.) These sections are
connected, with later ones depending on earlier ones. If you are just looking for
the one “perfect” algorithm to solve your particular application, you may feel that
we are telling you more than you want to know. Unfortunately, there is no perfect
optimization algorithm. This is a case where we strongly urge you to try more than
one method in comparative fashion. Your initial choice of method can be based
on the following considerations:

• You must choose between methods that need only evaluations of the
function to be minimized and methods that also require evaluations of the
derivative of that function. In the multidimensional case, this derivative
is the gradient, a vector quantity. Algorithms using the derivative are
somewhat more powerful than those using only the function, but not
always enough so as to compensate for the additional calculations of
derivatives. We can easily construct examples favoring one approach or
favoring the other. However, if you can compute derivatives, be prepared
to try using them.

• For one-dimensional minimization (minimize a function of one variable)
without calculation of the derivative, bracket the minimum as described in
§10.1, and then use Brent’s method as described in §10.2. If your function
has a discontinuous second (or lower) derivative, then the parabolic
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one-dimensional sub-minimization. Turn to §10.6 for detailed discussion
and implementation.

• The second family goes under the names quasi-Newton or variable metric
methods, as typified by the Davidon-Fletcher-Powell (DFP) algorithm
(sometimes referred to just as Fletcher-Powell) or the closely related
Broyden-Fletcher-Goldfarb-Shanno (BFGS) algorithm. These methods
require of order N 2 storage, require derivative calculations and one-
dimensional sub-minimization. Details are in §10.7.

You are now ready to proceed with scaling the peaks (and/or plumbing the
depths) of practical optimization.

CITED REFERENCES AND FURTHER READING:
Dennis, J.E., and Schnabel, R.B. 1983, Numerical Methods for Unconstrained Optimization and

Nonlinear Equations (Englewood Cliffs, NJ: Prentice-Hall).
Polak, E. 1971, Computational Methods in Optimization (New York: Academic Press).
Gill, P.E., Murray, W., and Wright, M.H. 1981, Practical Optimization (New York: Academic Press).
Acton, F.S. 1970, Numerical Methods That Work; 1990, corrected edition (Washington: Mathe-

matical Association of America), Chapter 17.
Jacobs, D.A.H. (ed.) 1977, The State of the Art in Numerical Analysis (London: Academic

Press), Chapter III.1.
Brent, R.P. 1973, Algorithms for Minimization without Derivatives (Englewood Cliffs, NJ: Prentice-

Hall).
Dahlquist, G., and Bjorck, A. 1974, Numerical Methods (Englewood Cliffs, NJ: Prentice-Hall),

Chapter 10.

10.1 Golden Section Search in One Dimension

Recall how the bisection method finds roots of functions in one dimension
(§9.1): The root is supposed to have been bracketed in an interval (a, b). One
then evaluates the function at an intermediate point x and obtains a new, smaller
bracketing interval, either (a, x) or (x, b). The process continues until the bracketing
interval is acceptably small. It is optimal to choose x to be the midpoint of (a, b)
so that the decrease in the interval length is maximized when the function is as
uncooperative as it can be, i.e., when the luck of the draw forces you to take the
bigger bisected segment.

There is a precise, though slightly subtle, translation of these considerations to
the minimization problem: What does it mean to bracket a minimum? A root of a
function is known to be bracketed by a pair of points, a and b, when the function
has opposite sign at those two points. A minimum, by contrast, is known to be
bracketed only when there is a triplet of points, a < b < c (or c < b < a), such that
f(b) is less than both f(a) and f(c). In this case we know that the function (if it
is nonsingular) has a minimum in the interval (a, c).

The analog of bisection is to choose a new point x, either between a and b or
between b and c. Suppose, to be specific, that we make the latter choice. Then we
evaluate f(x). If f(b) < f(x), then the new bracketing triplet of points is (a, b, x);
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Figure 10.1.1. Successive bracketing of a minimum. The minimum is originally bracketed by points
1,3,2. The function is evaluated at 4, which replaces 2; then at 5, which replaces 1; then at 6, which
replaces 4. The rule at each stage is to keep a center point that is lower than the two outside points. After
the steps shown, the minimum is bracketed by points 5,3,6.

contrariwise, if f(b) > f(x), then the new bracketing triplet is (b, x, c). In all cases
the middle point of the new triplet is the abscissa whose ordinate is the best minimum
achieved so far; see Figure 10.1.1. We continue the process of bracketing until the
distance between the two outer points of the triplet is tolerably small.

How small is “tolerably” small? For a minimum located at a value b, you
might naively think that you will be able to bracket it in as small a range as
(1 ! !)b < b < (1 + !)b, where ! is your computer’s floating-point precision, a
number like 3 " 10!8 (for float) or 10!15 (for double). Not so! In general, the
shape of your function f(x) near b will be given by Taylor’s theorem

f(x) # f(b) +
1
2
f ""(b)(x ! b)2 (10.1.1)

The second term will be negligible compared to the first (that is, will be a factor !
smaller and will act just like zero when added to it) whenever

|x ! b| <
$

!|b|

!

2 |f(b)|
b2f ""(b)

(10.1.2)

The reason for writing the right-hand side in this way is that, for most functions,
the final square root is a number of order unity. Therefore, as a rule of thumb, it
is hopeless to ask for a bracketing interval of width less than

$
! times its central

value, a fractional width of only about 10!4 (single precision) or 3 " 10!8 (double
precision). Knowing this inescapable fact will save you a lot of useless bisections!

The minimum-finding routines of this chapter will often call for a user-supplied
argument tol, and return with an abscissa whose fractional precision is about±tol
(bracketing interval of fractional size about 2"tol). Unless you have a better
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contrariwise, if f(b) > f(x), then the new bracketing triplet is (b, x, c). In all cases
the middle point of the new triplet is the abscissa whose ordinate is the best minimum
achieved so far; see Figure 10.1.1. We continue the process of bracketing until the
distance between the two outer points of the triplet is tolerably small.

How small is “tolerably” small? For a minimum located at a value b, you
might naively think that you will be able to bracket it in as small a range as
(1 ! !)b < b < (1 + !)b, where ! is your computer’s floating-point precision, a
number like 3 " 10!8 (for float) or 10!15 (for double). Not so! In general, the
shape of your function f(x) near b will be given by Taylor’s theorem

f(x) # f(b) +
1
2
f ""(b)(x ! b)2 (10.1.1)

The second term will be negligible compared to the first (that is, will be a factor !
smaller and will act just like zero when added to it) whenever

|x ! b| <
$

!|b|

!

2 |f(b)|
b2f ""(b)

(10.1.2)

The reason for writing the right-hand side in this way is that, for most functions,
the final square root is a number of order unity. Therefore, as a rule of thumb, it
is hopeless to ask for a bracketing interval of width less than

$
! times its central

value, a fractional width of only about 10!4 (single precision) or 3 " 10!8 (double
precision). Knowing this inescapable fact will save you a lot of useless bisections!

The minimum-finding routines of this chapter will often call for a user-supplied
argument tol, and return with an abscissa whose fractional precision is about±tol
(bracketing interval of fractional size about 2"tol). Unless you have a better

25



10.1 Golden Section Search in One Dimension 399

Sam
ple page from

 NUM
ERICAL RECIPES IN C: THE ART O

F SCIENTIFIC CO
M

PUTING
 (ISBN 0-521-43108-5)

Copyright (C) 1988-1992 by Cam
bridge University Press.Program

s Copyright (C) 1988-1992 by Num
erical Recipes Software. 

Perm
ission is granted for internet users to m

ake one paper copy for their own personal use. Further reproduction, or any copying of m
achine-

readable files (including this one) to any servercom
puter, is strictly prohibited. To order Num

erical Recipes books
or CDRO

M
s, visit website

http://www.nr.com
 or call 1-800-872-7423 (North Am

erica only),or send em
ail to directcustserv@

cam
bridge.org (outside North Am

erica).

estimate for the right-hand side of equation (10.1.2), you should set tol equal to
(not much less than) the square root of your machine’s floating-point precision, since
smaller values will gain you nothing.

It remains to decide on a strategy for choosing the new point x, given (a, b, c).
Suppose that b is a fraction w of the way between a and c, i.e.

b ! a

c ! a
= w

c ! b

c ! a
= 1 ! w (10.1.3)

Also suppose that our next trial point x is an additional fraction z beyond b,

x ! b

c ! a
= z (10.1.4)

Then the next bracketing segment will either be of lengthw+z relative to the current
one, or else of length 1 ! w. If we want to minimize the worst case possibility, then
we will choose z to make these equal, namely

z = 1 ! 2w (10.1.5)

We see at once that the new point is the symmetric point to b in the original interval,
namely with |b ! a| equal to |x ! c|. This implies that the point x lies in the larger
of the two segments (z is positive only if w < 1/2).

But where in the larger segment? Where did the value of w itself come from?
Presumably from the previous stage of applying our same strategy. Therefore, if z
is chosen to be optimal, then so was w before it. This scale similarity implies that
x should be the same fraction of the way from b to c (if that is the bigger segment)
as was b from a to c, in other words,

z

1 ! w
= w (10.1.6)

Equations (10.1.5) and (10.1.6) give the quadratic equation

w2 ! 3w + 1 = 0 yielding w =
3 !

"
5

2
# 0.38197 (10.1.7)

In other words, the optimal bracketing interval (a, b, c) has its middle point b a
fractional distance 0.38197 from one end (say, a), and 0.61803 from the other end
(say, b). These fractions are those of the so-called golden mean or golden section,
whose supposedly aesthetic properties hark back to the ancient Pythagoreans. This
optimal method of function minimization, the analog of the bisection method for
finding zeros, is thus called the golden section search, summarized as follows:

Given, at each stage, a bracketing triplet of points, the next point to be tried
is that which is a fraction 0.38197 into the larger of the two intervals (measuring
from the central point of the triplet). If you start out with a bracketing triplet whose
segments are not in the golden ratios, the procedure of choosing successive points
at the golden mean point of the larger segment will quickly converge you to the
proper, self-replicating ratios.

The golden section search guarantees that each new function evaluation will
(after self-replicating ratios have been achieved) bracket the minimum to an interval
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just 0.61803 times the size of the preceding interval. This is comparable to, but not
quite as good as, the 0.50000 that holds when finding roots by bisection. Note that
the convergence is linear (in the language of Chapter 9), meaning that successive
significant figures are won linearly with additional function evaluations. In the
next section we will give a superlinear method, where the rate at which successive
significant figures are liberated increases with each successive function evaluation.

Routine for Initially Bracketing a Minimum

The preceding discussion has assumed that you are able to bracket the minimum
in the first place. We consider this initial bracketing to be an essential part of any
one-dimensional minimization. There are some one-dimensional algorithms that
do not require a rigorous initial bracketing. However, we would never trade the
secure feeling of knowing that a minimum is “in there somewhere” for the dubious
reduction of function evaluations that these nonbracketing routines may promise.
Please bracket your minima (or, for that matter, your zeros) before isolating them!

There is not much theory as to how to do this bracketing. Obviously you want
to step downhill. But how far? We like to take larger and larger steps, starting with
some (wild?) initial guess and then increasing the stepsize at each step either by
a constant factor, or else by the result of a parabolic extrapolation of the preceding
points that is designed to take us to the extrapolated turning point. It doesn’t much
matter if the steps get big. After all, we are stepping downhill, so we already have
the left and middle points of the bracketing triplet. We just need to take a big enough
step to stop the downhill trend and get a high third point.

Our standard routine is this:

#include <math.h>
#include "nrutil.h"
#define GOLD 1.618034
#define GLIMIT 100.0
#define TINY 1.0e-20
#define SHFT(a,b,c,d) (a)=(b);(b)=(c);(c)=(d);
Here GOLD is the default ratio by which successive intervals are magnified; GLIMIT is the
maximum magnification allowed for a parabolic-fit step.

void mnbrak(float *ax, float *bx, float *cx, float *fa, float *fb, float *fc,
float (*func)(float))

Given a function func, and given distinct initial points ax and bx, this routine searches in
the downhill direction (defined by the function as evaluated at the initial points) and returns
new points ax, bx, cx that bracket a minimum of the function. Also returned are the function
values at the three points, fa, fb, and fc.
{

float ulim,u,r,q,fu,dum;

*fa=(*func)(*ax);
*fb=(*func)(*bx);
if (*fb > *fa) { Switch roles of a and b so that we can go

downhill in the direction from a to b.SHFT(dum,*ax,*bx,dum)
SHFT(dum,*fb,*fa,dum)

}
*cx=(*bx)+GOLD*(*bx-*ax); First guess for c.
*fc=(*func)(*cx);
while (*fb > *fc) { Keep returning here until we bracket.

r=(*bx-*ax)*(*fb-*fc); Compute u by parabolic extrapolation from
a, b, c. TINY is used to prevent any pos-

sible division by zero.
q=(*bx-*cx)*(*fb-*fa);
u=(*bx)-((*bx-*cx)*q-(*bx-*ax)*r)/
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#include <math.h>
#define R 0.61803399
#define C (1.0-R)
#define SHFT2(a,b,c) (a)=(b);(b)=(c);
#define SHFT3(a,b,c,d) (a)=(b);(b)=(c);(c)=(d);

float golden(float ax, float bx, float cx, float (*f)(float), float tol,
        float *xmin)
{
        float f1,f2,x0,x1,x2,x3;

        x0=ax;
        x3=cx;
        if (fabs(cx-bx) > fabs(bx-ax)) {
                x1=bx;
                x2=bx+C*(cx-bx);
        } else {
                x2=bx;
                x1=bx-C*(bx-ax);
        }
        f1=(*f)(x1);
        f2=(*f)(x2);
        while (fabs(x3-x0) > tol*(fabs(x1)+fabs(x2))) {
                if (f2 < f1) {
                        SHFT3(x0,x1,x2,R*x1+C*x3)
                        SHFT2(f1,f2,(*f)(x2))
                } else {
                        SHFT3(x3,x2,x1,R*x2+C*x0)
                        SHFT2(f2,f1,(*f)(x1))
                }
        }
        if (f1 < f2) {
                *xmin=x1;
                return f1;
        } else {
                *xmin=x2;
                return f2;
        }
}
#undef C
#undef R
#undef SHFT2
#undef SHFT3
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */
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(2.0*SIGN(FMAX(fabs(q-r),TINY),q-r));
ulim=(*bx)+GLIMIT*(*cx-*bx);
We won’t go farther than this. Test various possibilities:
if ((*bx-u)*(u-*cx) > 0.0) { Parabolic u is between b and c: try it.

fu=(*func)(u);
if (fu < *fc) { Got a minimum between b and c.

*ax=(*bx);
*bx=u;
*fa=(*fb);
*fb=fu;
return;

} else if (fu > *fb) { Got a minimum between between a and u.
*cx=u;
*fc=fu;
return;

}
u=(*cx)+GOLD*(*cx-*bx); Parabolic fit was no use. Use default mag-

nification.fu=(*func)(u);
} else if ((*cx-u)*(u-ulim) > 0.0) { Parabolic fit is between c and its

allowed limit.fu=(*func)(u);
if (fu < *fc) {

SHFT(*bx,*cx,u,*cx+GOLD*(*cx-*bx))
SHFT(*fb,*fc,fu,(*func)(u))

}
} else if ((u-ulim)*(ulim-*cx) >= 0.0) { Limit parabolic u to maximum

allowed value.u=ulim;
fu=(*func)(u);

} else { Reject parabolic u, use default magnifica-
tion.u=(*cx)+GOLD*(*cx-*bx);

fu=(*func)(u);
}
SHFT(*ax,*bx,*cx,u) Eliminate oldest point and continue.
SHFT(*fa,*fb,*fc,fu)

}
}

(Because of the housekeeping involved in moving around three or four points and
their function values, the above program ends up looking deceptively formidable.
That is true of several other programs in this chapter as well. The underlying ideas,
however, are quite simple.)

Routine for Golden Section Search

#include <math.h>
#define R 0.61803399 The golden ratios.
#define C (1.0-R)
#define SHFT2(a,b,c) (a)=(b);(b)=(c);
#define SHFT3(a,b,c,d) (a)=(b);(b)=(c);(c)=(d);

float golden(float ax, float bx, float cx, float (*f)(float), float tol,
float *xmin)

Given a function f, and given a bracketing triplet of abscissas ax, bx, cx (such that bx is
between ax and cx, and f(bx) is less than both f(ax) and f(cx)), this routine performs a
golden section search for the minimum, isolating it to a fractional precision of about tol. The
abscissa of the minimum is returned as xmin, and the minimum function value is returned as
golden, the returned function value.
{

float f1,f2,x0,x1,x2,x3;

golden.c
27



minimum.c

#include <stdio.h>

#include "golden.c"

// the function we want to minimize
float funct(float x)
 {
  return((x-2)*(x-2)+5);
 }

// another function
float funct1(float x)
 {
  return( (x+4) * cos((x-5)*x+17) *exp(x+7));
 }

int main()
 {
  float min,ax,bx,cx,tol,xmin;

// initialize values
  ax=-10;
  bx=0;
  cx=10;
  tol=0.001;

// minimize function
  min=golden(ax,bx,cx, (float(*)(float))funct, tol, &xmin);

  printf("the minimum value is %f at x=%f\n",min,xmin);
 }
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x0=ax; At any given time we will keep track of four
points, x0,x1,x2,x3.x3=cx;

if (fabs(cx-bx) > fabs(bx-ax)) { Make x0 to x1 the smaller segment,
x1=bx;
x2=bx+C*(cx-bx); and fill in the new point to be tried.

} else {
x2=bx;
x1=bx-C*(bx-ax);

}
f1=(*f)(x1); The initial function evaluations. Note that

we never need to evaluate the function
at the original endpoints.

f2=(*f)(x2);
while (fabs(x3-x0) > tol*(fabs(x1)+fabs(x2))) {

if (f2 < f1) { One possible outcome,
SHFT3(x0,x1,x2,R*x1+C*x3) its housekeeping,
SHFT2(f1,f2,(*f)(x2)) and a new function evaluation.

} else { The other outcome,
SHFT3(x3,x2,x1,R*x2+C*x0)
SHFT2(f2,f1,(*f)(x1)) and its new function evaluation.

}
} Back to see if we are done.
if (f1 < f2) { We are done. Output the best of the two

current values.*xmin=x1;
return f1;

} else {
*xmin=x2;
return f2;

}
}

10.2 Parabolic Interpolation and Brent’s Method
in One Dimension

We already tipped our hand about the desirability of parabolic interpolation in
the previous section’s mnbrak routine, but it is now time to be more explicit. A
golden section search is designed to handle, in effect, the worst possible case of
function minimization, with the uncooperative minimum hunted down and cornered
like a scared rabbit. But why assume the worst? If the function is nicely parabolic
near to the minimum— surely the generic case for sufficiently smooth functions —
then the parabola fitted through any three points ought to take us in a single leap
to the minimum, or at least very near to it (see Figure 10.2.1). Since we want to
find an abscissa rather than an ordinate, the procedure is technically called inverse
parabolic interpolation.

The formula for the abscissa x that is the minimum of a parabola through three
points f(a), f(b), and f(c) is

x = b ! 1
2

(b ! a)2[f(b) ! f(c)] ! (b ! c)2[f(b) ! f(a)]
(b ! a)[f(b) ! f(c)] ! (b ! c)[f(b) ! f(a)]

(10.2.1)

as you can easily derive. This formula fails only if the three points are collinear,
in which case the denominator is zero (minimum of the parabola is infinitely far
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parabola through 1 2 3
parabola through 1 2 4

5

Figure 10.2.1. Convergence to a minimum by inverse parabolic interpolation. A parabola (dashed line) is
drawn through the three original points 1,2,3 on the given function (solid line). The function is evaluated
at the parabola’s minimum, 4, which replaces point 3. A new parabola (dotted line) is drawn through
points 1,4,2. The minimum of this parabola is at 5, which is close to the minimum of the function.

away). Note, however, that (10.2.1) is as happy jumping to a parabolic maximum
as to a minimum. No minimization scheme that depends solely on (10.2.1) is likely
to succeed in practice.

The exacting task is to invent a scheme that relies on a sure-but-slow technique,
like golden section search, when the function is not cooperative, but that switches
over to (10.2.1) when the function allows. The task is nontrivial for several
reasons, including these: (i) The housekeeping needed to avoid unnecessary function
evaluations in switching between the two methods can be complicated. (ii) Careful
attention must be given to the “endgame,” where the function is being evaluated
very near to the roundoff limit of equation (10.1.2). (iii) The scheme for detecting a
cooperative versus noncooperative function must be very robust.

Brent’s method [1] is up to the task in all particulars. At any particular stage,
it is keeping track of six function points (not necessarily all distinct), a, b, u, v,
w and x, defined as follows: the minimum is bracketed between a and b; x is the
point with the very least function value found so far (or the most recent one in
case of a tie); w is the point with the second least function value; v is the previous
value of w; u is the point at which the function was evaluated most recently. Also
appearing in the algorithm is the point xm, the midpoint between a and b; however,
the function is not evaluated there.

You can read the code below to understand the method’s logical organization.
Mention of a few general principles here may, however, be helpful: Parabolic
interpolation is attempted, fitting through the points x, v, and w. To be acceptable,
the parabolic step must (i) fall within the bounding interval (a, b), and (ii) imply a
movement from the best current value x that is less than half the movement of the
step before last. This second criterion insures that the parabolic steps are actually
converging to something, rather than, say, bouncing around in some nonconvergent
limit cycle. In the worst possible case, where the parabolic steps are acceptable but
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useless, the method will approximately alternate between parabolic steps and golden
sections, converging in due course by virtue of the latter. The reason for comparing
to the step before last seems essentially heuristic: Experience shows that it is better
not to “punish” the algorithm for a single bad step if it can make it up on the next one.

Another principle exemplified in the code is never to evaluate the function less
than a distance tol from a point already evaluated (or from a known bracketing
point). The reason is that, as we saw in equation (10.1.2), there is simply no
information content in doing so: the function will differ from the value already
evaluated only by an amount of order the roundoff error. Therefore in the code below
you will find several tests and modifications of a potential new point, imposing this
restriction. This restriction also interacts subtly with the test for “doneness,” which
the method takes into account.

A typical ending configuration for Brent’s method is that a and b are 2!x!tol
apart, with x (the best abscissa) at the midpoint of a and b, and therefore fractionally
accurate to ±tol.

Indulge us a final reminder that tol should generally be no smaller than the
square root of your machine’s floating-point precision.

#include <math.h>
#include "nrutil.h"
#define ITMAX 100
#define CGOLD 0.3819660
#define ZEPS 1.0e-10
Here ITMAX is the maximum allowed number of iterations; CGOLD is the golden ratio; ZEPS is
a small number that protects against trying to achieve fractional accuracy for a minimum that
happens to be exactly zero.
#define SHFT(a,b,c,d) (a)=(b);(b)=(c);(c)=(d);

float brent(float ax, float bx, float cx, float (*f)(float), float tol,
float *xmin)

Given a function f, and given a bracketing triplet of abscissas ax, bx, cx (such that bx is
between ax and cx, and f(bx) is less than both f(ax) and f(cx)), this routine isolates
the minimum to a fractional precision of about tol using Brent’s method. The abscissa of
the minimum is returned as xmin, and the minimum function value is returned as brent, the
returned function value.
{

int iter;
float a,b,d,etemp,fu,fv,fw,fx,p,q,r,tol1,tol2,u,v,w,x,xm;
float e=0.0; This will be the distance moved on

the step before last.
a=(ax < cx ? ax : cx); a and b must be in ascending order,

but input abscissas need not be.b=(ax > cx ? ax : cx);
x=w=v=bx; Initializations...
fw=fv=fx=(*f)(x);
for (iter=1;iter<=ITMAX;iter++) { Main program loop.

xm=0.5*(a+b);
tol2=2.0*(tol1=tol*fabs(x)+ZEPS);
if (fabs(x-xm) <= (tol2-0.5*(b-a))) { Test for done here.

*xmin=x;
return fx;

}
if (fabs(e) > tol1) { Construct a trial parabolic fit.

r=(x-w)*(fx-fv);
q=(x-v)*(fx-fw);
p=(x-v)*q-(x-w)*r;
q=2.0*(q-r);
if (q > 0.0) p = -p;
q=fabs(q);
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useless, the method will approximately alternate between parabolic steps and golden
sections, converging in due course by virtue of the latter. The reason for comparing
to the step before last seems essentially heuristic: Experience shows that it is better
not to “punish” the algorithm for a single bad step if it can make it up on the next one.

Another principle exemplified in the code is never to evaluate the function less
than a distance tol from a point already evaluated (or from a known bracketing
point). The reason is that, as we saw in equation (10.1.2), there is simply no
information content in doing so: the function will differ from the value already
evaluated only by an amount of order the roundoff error. Therefore in the code below
you will find several tests and modifications of a potential new point, imposing this
restriction. This restriction also interacts subtly with the test for “doneness,” which
the method takes into account.

A typical ending configuration for Brent’s method is that a and b are 2!x!tol
apart, with x (the best abscissa) at the midpoint of a and b, and therefore fractionally
accurate to ±tol.

Indulge us a final reminder that tol should generally be no smaller than the
square root of your machine’s floating-point precision.

#include <math.h>
#include "nrutil.h"
#define ITMAX 100
#define CGOLD 0.3819660
#define ZEPS 1.0e-10
Here ITMAX is the maximum allowed number of iterations; CGOLD is the golden ratio; ZEPS is
a small number that protects against trying to achieve fractional accuracy for a minimum that
happens to be exactly zero.
#define SHFT(a,b,c,d) (a)=(b);(b)=(c);(c)=(d);

float brent(float ax, float bx, float cx, float (*f)(float), float tol,
float *xmin)

Given a function f, and given a bracketing triplet of abscissas ax, bx, cx (such that bx is
between ax and cx, and f(bx) is less than both f(ax) and f(cx)), this routine isolates
the minimum to a fractional precision of about tol using Brent’s method. The abscissa of
the minimum is returned as xmin, and the minimum function value is returned as brent, the
returned function value.
{

int iter;
float a,b,d,etemp,fu,fv,fw,fx,p,q,r,tol1,tol2,u,v,w,x,xm;
float e=0.0; This will be the distance moved on

the step before last.
a=(ax < cx ? ax : cx); a and b must be in ascending order,

but input abscissas need not be.b=(ax > cx ? ax : cx);
x=w=v=bx; Initializations...
fw=fv=fx=(*f)(x);
for (iter=1;iter<=ITMAX;iter++) { Main program loop.

xm=0.5*(a+b);
tol2=2.0*(tol1=tol*fabs(x)+ZEPS);
if (fabs(x-xm) <= (tol2-0.5*(b-a))) { Test for done here.

*xmin=x;
return fx;

}
if (fabs(e) > tol1) { Construct a trial parabolic fit.

r=(x-w)*(fx-fv);
q=(x-v)*(fx-fw);
p=(x-v)*q-(x-w)*r;
q=2.0*(q-r);
if (q > 0.0) p = -p;
q=fabs(q);
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#include <math.h>
#define NRANSI
#include "nrutil.h"
#define ITMAX 100
#define CGOLD 0.3819660
#define ZEPS 1.0e-10
#define SHFT(a,b,c,d) (a)=(b);(b)=(c);(c)=(d);

float brent(float ax, float bx, float cx, float (*f)(float), float tol,
        float *xmin)
{
        int iter;        float a,b,d,etemp,fu,fv,fw,fx,p,q,r,tol1,tol2,u,v,w,x,xm;
        float e=0.0;

        a=(ax < cx ? ax : cx);
        b=(ax > cx ? ax : cx);
        x=w=v=bx;
        fw=fv=fx=(*f)(x);
        for (iter=1;iter<=ITMAX;iter++) {
                xm=0.5*(a+b);
                tol2=2.0*(tol1=tol*fabs(x)+ZEPS);
                if (fabs(x-xm) <= (tol2-0.5*(b-a))) {
                        *xmin=x;                        
                        return fx; 
                }   
                if (fabs(e) > tol1) {
                        r=(x-w)*(fx-fv);
                        q=(x-v)*(fx-fw);
                        p=(x-v)*q-(x-w)*r;
                        q=2.0*(q-r);
                        if (q > 0.0) p = -p; 
                        q=fabs(q);
                        etemp=e;
                        e=d;
                        if (fabs(p) >= fabs(0.5*q*etemp) || p <= q*(a-x) || p >= q*(b-x))
                                d=CGOLD*(e=(x >= xm ? a-x : b-x));
                        else {
                                d=p/q;
                                u=x+d;
                                if (u-a < tol2 || b-u < tol2)
                                        d=SIGN(tol1,xm-x);
                        } 

                } else {                        
                           d=CGOLD*(e=(x >= xm ? a-x : b-x));
                }   
                u=(fabs(d) >= tol1 ? x+d : x+SIGN(tol1,d));
                fu=(*f)(u);
                if (fu <= fx) {
                        if (u >= x) a=x; else b=x;
                        SHFT(v,w,x,u)
                        SHFT(fv,fw,fx,fu)
                } else {
                        if (u < x) a=u; else b=u;
                        if (fu <= fw || w == x) {
                                v=w;
                                w=u;
                                fv=fw;
                                fw=fu;
                        } else if (fu <= fv || v == x || v == w) {
                                v=u;
                                fv=fu;
                        }   
                }
        }
        nrerror("Too many iterations in brent");
        *xmin=x;
        return fx;
}
#undef ITMAX
#undef CGOLD
#undef ZEPS
#undef SHFT
#undef NRANSI
/* (C) Copr. 1986-92 Numerical Recipes Software ?421.1-9. */

brent.c
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